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You can’t ever have enough Hadoop expertise: this is true 
regardless of whether you’re a seasoned Hadoop shop, a Hadoop 
tyro, or a hypothetical Hadoop-er. 

Implementing Hadoop requires highly specific expertise—
starting with programming proficiency in Java, Pig, Python, 
HiveQL, and other languages. Relational database or data 
management expertise wouldn’t hurt, either. 

That’s just the problem, argues Mark Madsen, a principal with 
information management consultancy Third Nature Inc. First, 
Madsen says, Hadoop expertise is resource constrained: there 
just aren’t enough IT pros with Hadoop skills to go around. 

Second, but no less important, Java, Python, and HiveQL 
programmers tend to have little experience with programming 
for relational databases. This is particularly problematic 
when Hadoop and MapReduce are used for traditional data 
management workloads such as ETL.

“[I]t’s incumbent on the programmer to code it right, which is 
an advantage of SQL and [the database] data flow architecture. 
Pig script is an attempt at declarative programming over 
[Hadoop], but with the flaw that ... optimization is hard,” Madsen 
tells TDWI.

CATCH-22 OR DEUS EX MACHINA?
Some vendors say they can eliminate, or significantly minimize, 
this problem. 

Take Pentaho Inc., a developer of open source business 
intelligence (BI) and data integration technologies. Thanks 
to its sponsorship of “Kettle,” a prominent open source ETL 
project, Pentaho markets an enterprise-class ETL tool—Pentaho 
Data Integration (PDI)—as part of a comprehensive business 
analytics platform. 

Thanks to PDI’s Java-based architecture, Pentaho positions it as 
a killer app for big data integration. According to Pentaho senior 
vice president of enterprise solutions Dave Henry, Hadoop and 
MapReduce are tailor-made for big data ETL. By “big data ETL,” 
Henry and Pentaho mean really big data sets. 

“Hadoop[-powered] ETL is not useful unless you have really large 
amounts of data—tens of terabytes of data. If somebody says, 
‘We have 50 GB of data and we want to use Hadoop,’ we say, 
‘There’s no need.’ When people get into the tens or hundreds 
of terabytes of data, that’s where Hadoop can be extremely 
powerful,” he says. 

On paper, Hadoop-powered ETL seems to 
have the same problem as Hadoop-powered 
anything: you have to be able to code the 
necessary operations in Java or Pig script. 

This isn’t just complicated. As Third Nature’s Madsen cautions, 
it can likewise produce sub-optimal results, especially if the 
person doing the coding doesn’t have a good working knowledge 
of RDBMS concepts and methods. However, Henry says Pentaho 
Data Integration eliminates this problem because its DI engine is 
already written in Java. 

In other words, it’s able to run natively in the context of a 
Hadoop grid or cluster. 

PARALLELIZING PDI JOBS
From Hadoop’s perspective, Henry observes, it’s able to 
parallelize and run a PDI job exactly as it would parallelize 
and run any other Java workload. Instead of explicitly specifying 
map and reduce operations in Java code or Pig script, you’re a 
best-of-breed ETL design tool and running it with a best-of-
breed ETL engine. 

It works like this: an ETL architect uses PDI’s drag-and-
drop studio to design a job. This job—formatted as an XML 
document—gets handed off to Pentaho’s Java-based data 
integration library, which runs natively on Hadoop. From there, 
Hadoop does what it does best: it parallelizes the workload and 
allocates compute and storage resources as necessary. 

With the scarcity of Hadoop expertise available, how 
can enterprises take advantage of the technology?
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“It’s a pipelining data transformation server written entirely in 
Java. At run time, we start up a conversation with Hadoop, and 
we tell the MapReduce framework: ‘Here’s a job for you. We’ll 
give you an XML document that’s the specification for the ETL 
job. Here are the library resources you need to execute this 
job, and here are the startup parameters necessary to do it,’” 
he explains. 

“On its end, Hadoop says to our data integration library: you’re 
a regular Java MapReduce application, and it will take those 
Pentaho ETL libraries and distribute them automatically across 
the cluster. It will also take care of starting up PDI in whatever 
nodes it decides are appropriate.”

According to Henry, one recent customer was able to shift all of 
its large-scale PDI jobs—unmodified—to run on Pentaho’s data 
integration library in Hadoop by simply changing the input and 
output targets.

“Our design tool is a MapReduce client. We never generate code, 
we give it a specification. We say, ‘Here’s the run time, which 
is already a MapReduce application. Just take it and run it,” he 
explains. “We’ve taken a general-purpose ETL framework and 
made it so that it runs in Hadoop. As for portability [between 
different versions of Hadoop], we run on more different 
distributions than anybody else: Apache Hadoop, Cloudera, 
MapR, and Hortonworks, with others to come.”  

Stephen Swoyer is a contributing editor for TDWI.
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Pentaho is delivering the future of business analytics. Pentaho’s 
open source heritage drives  continued innovation in a modern, 
integrated, embeddable platform that tightly couples data 
integration and business analytics to meet diverse and big data 
requirements. Pentaho is the only vendor that provides a full 
big data analytics solution that supports the entire big data 
analytics process, from data integration through interactive 
data visualization, exploration, and predictive analytics. Pentaho 
natively supports Apache Hadoop, Cloudera, and MongoDB as 
well as high-performance analytic databases like Greenplum and 
Vertica in addition to traditional and other data sources. 
www.pentaho.com/get-started
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